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Abstract 
 

Peer-to-peer (P2P) networks consume the most bandwidth in the current Internet and file 
sharing accounts for the majority of the P2P traffic. Thus it is important for a P2P file sharing 
application to be efficient in bandwidth consumption. Bandwidth consumption as much as 
downloaded file sizes is inevitable, but those in file search and bad downloads, e.g. wrong, 
corrupted, or malicious file downloads, are overheads. In this paper, we target to reduce these 
overheads even in the presence of high volume of malicious users and their bad files. Sybil 
attacks are the example of such hostile environment. Sybil attacker creates a large number of 
identities (Sybil nodes) and unfairly influences the system. When a large portion of the system 
is subverted, either in terms of the number of users or the number of files shared in the system, 
the overheads due to the bad downloads rapidly increase. We propose ELiSyR, a file search 
protocol that can tolerate such a hostile environment. ELiSyR uses social networks for P2P file 
search and finds benign files in 71% of searches even when more than half of the users are 
malicious. Furthermore, ELiSyR provides similar success with less bandwidth than other 
general efforts against Sybil attacks. We compare our algorithm to SybilGuard, SybilLimit 
and EigenTrust in terms of bandwidth consumption and the likelihood of bad downloads. Our 
algorithm shows lower bandwidth consumption, similar chances of bad downloads and fairer 
distribution of computation loads than these general efforts. In return, our algorithm takes 
more rounds of search than them. However the time required for search is usually much less 
than the time required for downloads, so the delay in search is justifiable compared to the cost 
of bad downloads and subsequent re-search and downloads. 
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1. Introduction 

Peer-to-peer (P2P) networks consume the most bandwidth in the current Internet and file 
sharing accounts for the majority of the P2P traffic. iPoque reports that 49% to 83% of the 
Internet traffic in file world-wide regions in August and September 2007 is P2P, and most of 
them are file sharing applications like eDonkey and BitTorrent [1]. BitTorrent self-claims to 
have more than 135 million users [2]. These numbers show that a P2P file sharing application 
must be efficient in bandwidth consumption. 

Bandwidth consumption in file downloading is inevitable. However, bandwidth 
consumption in file search and bad downloads, e.g. wrong, corrupted, or even 
malware-infested file downloads, are overheads. In May 2008, a fake MP3 file contained 
Trojan horse and infected 27% of PCs among those under McAfee’s monitoring [3]. In the 
same report, McAfee also notes that it detected more than half a million adware programs 
disguising as media files in less than a week. Downloading these files causes unnecessary 
bandwidth consumption. In this paper, we target to reduce these overheads even in the 
presence of high volume (even more than half in some cases) of malicious users and their bad 
files. Sybil attacks are the example of such hostile environment. 

In many distributed systems, including P2P systems, a user is often not limited to one 
unique identity in the system but may create multiple identities with little cost. A malicious 
user may use this large number of identities (nodes) to unfairly influence the system. This is 
called the Sybil Attack. The “link spamming” attack to PageRank [4] is an example of Sybil 
attack, where a single user boosts his reputation by creating a large number of fake (Sybil) 
identities and giving himself good feedback [5]. Reputation systems based on peer reviews, 
such as the user rating in eBay, have been a major target of Sybil attacks. Fake (Sybil) 
accounts were created to boost the seller rating of the attacker or to damage the ratings of other 
sellers. A recent attack even uses bots to create Sybil identities for faster and larger-scale 
attacks [6]. There have been efforts to prevent Sybil attacks based on social networks, e.g. 
SybilGuard [7] and SybilLimit [8], but some of these efforts assume the knowledge of global 
topology [9], i.e. every user needs to know every other user’s friends, some require a 
substantial work in the setup process [10], and some put unfairly large loads on high-degree 
nodes, i.e. users with many friends [7]. In P2P networks, it is unlikely that any user will make 
such sacrifice to serve other users. 

In this paper, we present a new file search algorithm, ELiSyR that is Efficient, Lightweight, 
and Sybil-Resilient. 1) ELiSyR uses social networks for P2P file search and consumes less 
bandwidth (thus more efficient) than using the state-of-the-art anti-Sybil mechanisms for file 
search, SybilGuard and SybilLimit. In our simulation, ELiSyR consumes less than half of the 
total network traffic consumed by SybilGuard or SybilLimit. 2) ELiSyR is lightweight as only 
requires each user to maintain a local topology of the social network, namely the degrees of 
their immediate friends. This local topology may be obtained from other social networks, such 
as graph.facebook.com.. The local topology may also be obtained by piggybacking the degree 
information on the file downloads. 3) ELiSyR is also Sybil-resilient. In our simulation, users 
download from honest users more than 71% of the time even when more than half of the users 
are Sybil. 

In the rest of this paper, we assume that the bad downloads happen due to malicious users’ 
responding to search query with bad files. These bad files may be a different file from what 
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search query specified, or a malware-infested file. The bad downloads may also happen due to 
difficulties in search. A user may choose to download a file based on matching keywords when 
in fact the file is not what the user wanted. Search effectiveness in P2P downloads is out of this 
paper’s scope and we focus on bad downloads with malicious intentions.  

We compare ELiSyR to SybilGuard, SybilLimit and EigenTrust. EigenTrust [11] is a 
distributed reputation management system which provides each peer a unique global trust 
value based on the peer's history of uploads. We use two metrics, bandwidth consumption and 
the ratio of successful downloads. In both metrics, the ELiSyR shows lower bandwidth 
consumption, similar ratio of successful downloads and fairer distribution of computation 
loads in comparison. . In return, the ELiSyR algorithm takes more time in forwarding search 
queries. However, the time required for search is usually much less than the time required for 
downloads, so the delay in search is justifiable compared to the cost of bad downloads and 
subsequent re-search and downloads. 

This paper is organized as follows. Section 2 discusses related work in bandwidth saving in 
P2P file searches and defense mechanisms against Sybil attacks. Section 3 explains the 
intuition behind our ELiSyR file search algorithm and shows the pseudo-code of the algorithm. 
Section 4 explains how the experiments were set up and shows the efficiency, lightweightness 
and robustness in hostile environment (Sybil-resilience) of ELiSyR. Finally, Section 5 
proposes future work and concludes this paper. 

2. Related Work 
EigenTrust [11] is a reputation system for file-sharing P2P networks wherein each peer is 
assigned a unique global trust value that reflects the experiences of all peers in the network 
uploaded to or downloaded from this peer. All peers in the network participate in computing 
these values in a distributed and node-symmetric manner. Among various download source 
selection methods, we choose the probabilistic algorithm in which not only the upload requests 
are distributed among high-trusted nodes, but also favors the uploader with high trust value. 
However, theses reputation systems are vulnerable against Sybil attack. One of the hardest 
challenges in defending against Sybil attacks is that it is more or less impossible to limit the 
number of Sybil identities in the system. To protect against arbitrary failures, traditional 
Byzantine fault tolerance protocols rely on that the Byzantine users do not exceed one-third of 
the total number of users in the system [12]. However, typical peer-to-peer systems cannot 
impose such limitation on the number of Sybil nodes. Sybil attackers may exploit IP 
harvesting and even use botnets outside the system to launch an attack to inflate their numbers 
in the system. 

As mentioned in Section 1, Sybil attack is already pervasive [4][5][6]. A wide variety of 
countermeasures have been proposed against Sybil attacks[13]. Systematic and economic 
approaches have been applied in order to detect Sybil nodes [14][15]. Though these detection 
mechanisms are promising, limiting the effect of Sybil attacks is being accepted as a practical 
solution to this attack [7][8][9][10][16]. 

SybilGuard [7] and SybilLimit [8] take advantage of social relationships between nodes in 
the system to limit the damage Sybil nodes can cause, no matter how many Sybil nodes are in 
the system. They have the same defense mechanisms. They use random routes in order to 
decide whether the peer in question has enough social relationships with other peers. Each 
node stores multiple random routes from itself to other nodes as “witnesses” in the verification 
process. The witness is the intersection node of two random routes, one from the subject in 
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question and the other from the verifier. If there are more intersecting nodes than the preset 
threshold, then the peer is accepted. In our simulation, we use this feature to help the 
downloader select the most trustworthy uploader among those who responded to the query. 
We assume that if the number of intersecting nodes of random routes from the downloader and 
from the responder is over a given threshold, then the responder is trustworthy. 

However, they tend to put high load on high-degree nodes as shown in Section 4. When a 
verifier wants to check if a subject is honest or not, the intersection node of two random routes 
needs to respond to the verifier to ensure the intersection is not forged by the subject. As a 
social network tends to have a non-uniform degree distribution, high-degree nodes tend to 
serve as intersection nodes much more often than other users, and thus have higher overhead in 
computation and communication. Also, when high-degree nodes are unavailable due to any 
transient faults, the system’s acceptance ratio decreases rapidly. 

SybilLimit also requires an elaborate setup process. Each node creates multiple routing 
tables, goes on multiple random routes and records which random routes from which nodes 
passed itself, and the keys associated all these random routes. This setup process may 
discourage users from using this service as it causes delay before they start searching and 
downloading. Also, users without enough number of pre-established social relationships 
(edges) may not be able to use this service altogether, depending on how the threshold is set. 

LIP [17] is a technique to identify fake files by mining history logs. They collect the hashes 
of contents and compare a new file’s content with existing hashes. If there is a match in hash 
and yet the filename is different, then check the lifetime of the file. The shorter its lifetime is, 
the more likely this file is to be fake. They check the contents and the file’s lifetime to see 
whether the file has been compromised. With proper DB of existing file hashes, LIP can 
effectively verify the compromised files. However, LIP requires a comprehensive DB and the 
storage requirement is not negligible.  

There have been extensive researches on analysis and improvement of the Gnutella-like 
flooding search protocols. Saroiu et al. gives a detailed measurement study of the two most 
popular peer-to-peer file sharing systems, Napster and Gnutella [18]. A variety of protocols 
has been proposed based on random walk models [19][20][21][22][23] and other techniques 
[24][25] as alternatives to Gnutella’s query algorithm. Sarshar et al. propose a percolation 
search algorithm for locating and retrieving content in random networks with Power-Law and 
heavy-tailed degree distributions [19]. They reduce the network bandwidth by utilizing the 
high-degree nodes and random walk model. But, they do not consider the unfair load 
distribution and Sybil attack. 

3. ELiSyR File Search Algorithm 
Our intuition for the ELiSyR algorithm is straightforward from our goals: safe search while 
being efficient in bandwidth consumption, lightweight in maintenance, and Sybil-resilient 
against high volume of malicious users and their bad files.  For safe file search and Sybil 
resilience, we use social network as our search network: every search query is forwarded to 
selected neighbors on social network. We already explained that social networks are widely 
used to protect against Sybil attacks. It is well known that the Internet topology and the social 
network follow the power-law distribution [26][27]. In such a network, a few nodes have a 
high degree, i.e. connected to a large number of nodes. Therefore, if a user A initiates a query 
forwarding sequence, the query inherently gravitates towards the better linked members. In 
most social networks, the high degree nodes are more connected and therefore have a higher 
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probability to be attacked [28]. For example, the risk of infection of individuals in social 
networks can be identified by measuring the degree of each node where high degree nodes are 
more vulnerable to infection [29]. Traffic on a network also induces high loads on high degree 
nodes, which in turn makes them more vulnerable to failures [28]. The activity between the 
uploader and the downloader of a file in the P2P file sharing network results in the similar 
vulnerability to the high degree nodes. This brings obvious concerns on the security of the P2P 
file sharing systems. 

ELiSyR uses the degree information to achieve our goals. First, we reduce the effect of 
malicious users by limiting the chances of them responding to search queries. Under this 
network, the vulnerability of each node depends on its degree [28]. We design our file search 
algorithm based on this study. ELiSyR favors lower-degree nodes to higher-degree nodes and 
limit the number of hops each request may be forwarded (TTL). It may also increase an 
average distance from a node to any other nodes. This increase delays our search, but it also 
delays the search queries from reaching the Sybil nodes. As shown by simulation and 
experiments in Section 4, we show comparable Sybil resilience to the state-of-the art 
anti-Sybil mechanism in avoiding bad downloads. 

Second, ELiSyR takes a further step towards saving bandwidth in file search by selectively 
forwarding the search queries to neighbors. Instead of forwarding a search query to all its 
neighbors, each node picks a random neighbor and forwards until the sum of the degrees of the 
chosen neighbors exceeds the threshold. As we discussed in Section 1, forwarding on social 
networks may impose unbalanced loads on high-degree nodes. In a typical P2P network, the 
degree of peers forms a power-law network [19][21][30] in which most of the nodes have low 
connections and few nodes have a large number of edges. This social nature of P2P networks 
aggravates the load imbalance, as the degree distribution is highly skewed among peers. The 
random neighbor selection favors low-degree nodes over high-degree nodes. This 
non-uniform selection helps reducing the load imbalance, as shown in Section 4. 

Finally, for efficient bandwidth consumption and lightweight maintenance, we only require 
each node to remember the degrees of its neighbors. This information may be periodically 
updated, or piggybacked as part of search queries. Whenever a node sends a search query to its 
neighbor, it may include its own degree so that the neighbor has up-to-date information. 

3.1. ELiSyR Algorithm Description 
Algorithm 1. describes our ELiSyR file search algorithm. Each peer i maintains dij, the degree 
of neighbor j in peer i’s local repository. Note that dij and dkj may be different for two peers i 
and k depending on how the degree information is updated. ELiSyR function decides to which 
peers a file search query should be forwarded, and this function is used for both queries 
initiated by peer i or the queries received by peer i. 

Lines 17-19 compute pij, the probability of peer i forwarding the query q to its neighbor j for 
every neighbor. As mentioned above, ELiSyR favors the low degree nodes. The simplest way 
to favor low degree nodes would be to set the forwarding probability pij to the inverse of the 
degree of neighbor j, 1/dij. However, this probability distribution would favor low degree 
nodes to the point that ELiSyR avoids high degree nodes altogether, due to the skewed degree 
distribution in social networks. As Adamic et al. showed in [26], the high-degree nodes appear 
on most shortest paths to other peers and avoiding them at all often results in network partition, 
i.e. not being able to find files at all. 
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We introduce a discount factor, α, and now pij is set to 1/dij
α. α is a parameter that balances 

the queries between low-degree nodes and high-degree nodes for load balancing and search 
efficiency. When α = 1, pij = 1/dij and the algorithm works as mentioned in the previous 
paragraph. This suffers from low file search success rate, but achieves better load balancing 
among nodes with different degrees. On the other hand, when α = 0, then pij becomes the same 
for every neighbor j of peer i. The default setting in our experimental results in Section 4 is α = 
0.5. This probability computation may be cached and reused if the social network is relatively 
stable and the degrees do not change often. 

In lines 21-29, peer i selects a random neighbor j to forward q to based on the probability pij. 
For each neighbor j the request q is forwarded to, peer i adds dij, the degree of neighbor j, to the 
sum, and repeat forwarding as long as the sum is less than Tfwd, the forwarding threshold. The 
reasoning behind this is that by forwarding to a high-degree node we increase the chances of 
finding the requested file, but also increase the chances of load imbalance between peers and 

1: function issue_query(i, q) {peer i issues a query q} 
2: TTL(q) := max {max is 20 in the evaluation results} 
3: ELiSyR(i, q) 
4: process query responses 
5: end function 

 
6: function received_query(i, q) 
7: if i has the requested file then 
8:  send a response message to the query issuer 
9: else 

10:  ELiSyR(i, q) 
11: end if 
12: end function 
 
13: function ELiSyR(i, q) {peer i sends (or forwards) the query q} 
14: Ni: a set of peer i's neighbors 
15: dij : degree of neighbor j of peer i where j ∈ Ni 
16: Tfwd: forwarding threshold 
17: for all j ∈ Ni do 

18:  α
ij

ij d
p 1

=  

19: end for 
20: sum := 0 
21: while sum < Tfwd do 
22:  if TTL(q) = 0 then 
23:   return 
24:  end if 
25:  randomly select node j from Ni based on pij 
26:  TTL(q) := TTL(q) - 1 
27:  send q to peer j 
28:  sum := sum + dij 
29: end while 
30: end function 

Algorithm 1. ELiSyR file search algorithm 
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of reaching a Sybil attacker by taking a short cut in the social network. So we limit peer i from 
forwarding to high-degree nodes too many times. On the other hand, forwarding to a 
low-degree node may suffer from low chances of finding the requested file, so we repeat 
forwarding to many low-degree nodes to increase the chances. We set Tfwd = 500 in our 
experiment. 

4. Experimental Results 
We implemented the ELiSyR algorithm based on the Query-Cycle Simulator (QCSim) [26], 
which is a P2P file-sharing network simulator written by the authors of EigenTrust. We made 
extensive modifications in QCSim so that the simulator might behave more like real trace. We 
conducted experiments with synthetic and trace-based dataset and network. 

We study the behavior of ELiSyR in simple network settings to compare with basic query 
forwarding algorithms as well as EigenTrust and SybilGuard. In each cycle of the 
Query-Cycle Simulator [31], a peer issues queries for a file, other peers may respond to 
queries, and the file is transferred from one of the responders to the peer who sent out the query 
to conclude a search process. For synthetic dataset and network, we used the network and file 
distribution of Query-Cycle Simulator. QCSim uses the Barabási-Albert (BA) model [32] to 
generate the power-law network, where high degree nodes tend to have high chances to 
connect to the newly-joining node (preferential attachment). Query-Cycle Simulator also 
distributes files among the nodes according to its popularity. It first assigns popularity to files 
according to Zipf distribution, and distributes (and replicates) files according to Zipf 
distribution again. As a result, more popular files are replicated in more nodes. Details of the 
simulator are described in [26]. We first set the simulation parameters the same as EigenTrust 
where the network consists of 62 good peers and 40 malicious peers. This setting is already 
intended to test the system in a heavily-attacked network environment, but we increase the 
percentage of malicious peers to simulate Sybil attacks in subsequent experiments. In our 
simulation, malicious peers respond to a query even when they do not have the requested file 
by the query and induce download of fake files (bad download). When unspecified, the 
forwarding threshold is set to 50. Each simulation consists of 150 cycles. We ran each setting 
for five times and averaged the results. In each setting, we recorded the network bandwidth 
consumption and the download performance. We compared the performance of our algorithms 
with EigenTrust and SybilGuard. In our simulation the global trusts in EigenTrust are 
computed in every 30 query cycles, which is the same with the value used in [11]. 

We used the trace as well collected by Fast et al. [33] on the OpenNap [34] network, an 
open-source descendant of Napster. OpenNap is a centralized P2P network in which users log 
on to a central server that tracks all search requests and file downloads. The trace was collected 
from a campus network sharing mp3 files during an 81-day period between February 28, 2003 
and May 21, 2003 [33]. The trace includes 1) the file distribution, 2) the queries issued by 
peers, and 3) the file transfer between peers. We constructed the peer network by generating a 
data-sharing graph with the trace obtained above. Iamnitchi et al. defined the data-sharing 
graph as a graph in which nodes are users and an edge connects two users with similar interests 
in data [35]. They present the characteristics of the three different types of data-sharing graphs 
that correspond to three file-sharing communities: high-energy physics collaboration, the Web 
as seen from the Boeing traces, and the Kazaa peer-to-peer file-sharing system seen from a 
large ISP in Israel. According to their research, the Kazaa data-sharing graph is the closest to a 
power-law, and data-sharing graphs for the three systems all display small-world properties. 
The data-sharing graphs we built from OpenNap trace would have such properties as well. 
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Our data-sharing graph consists of total 6,464 nodes and 99,680 edges. The average degree 
of peers is 30. In our experiments, we regard all these peers as honest nodes and inject Sybil 
nodes into the network artificially. We model the Sybil attack by creating g collective Sybil 
groups and inserting random edges between good and Sybil peer, called attack edges. Sybil 
nodes in each Sybil group are all connected with each other and respond to every file search 
query with fake file. 

In our experiment, the number of Sybil groups, g, is 5, and the number of Sybil nodes per 
Sybil group is 1,000, so 5,000 Sybil nodes in total. This setting of 5,000 Sybil nodes and 6,464 
honest nodes is to test the system in a heavily attacked network environment. In ELiSyR, the 
only data that Sybil peers can manipulate is the degree of Sybil peers. A Sybil node j lies to its 
neighbor node i that its degree is 1, which maximizes pij. In EigenTrust, the Sybil peers boost 
the reputation of the fellow Sybil peers in the same Sybil group while undermining the 
reputation of honest nodes. In SybilLimit’s behavior, the random routes passed Sybil nodes. In 
every experiment, 200,000 queries were issued. Every query is repeated up to 3 times with 
pre-determined delay between retries. This delay between retires mimics the user’s behavior 
of waiting until the search completes and retrying. Since our simulator does not have a clock, 
we use the number of cycles as the delay measure, and waits for 3,000 queries to pass before 
each retry. We have experimented with two other algorithms that operate on social networks 
for comparison. The first algorithm “proportional” forwards requests to neighbor nodes with a 
probability proportional to their degrees. This algorithm finds the target file fast, but has more 
load imbalance and less Sybil-resilience than our other algorithms. The second algorithm 
“random” has a peer forward a search query to its neighbors with the equal chances, in other 
words according to probability from the uniform random distribution. The proportional 
algorithm shows how utilizing high-degree peers give faster answers but less load balancing 
and Sybil resilience. The random algorithm achieves better load balancing than the 
proportional but also suffers from higher chances of inauthentic downloads. 

4.1. Safe File Search 
We measure our Sybil resilience in the ratio of bad downloads per requested file and also in the 
average query repetition until successful download in the presence of a large number of 
malicious peers. Fig. 1 and Fig. 2 show the results with the synthetic dataset and network. Fig. 
1 depicts the fraction of good downloads with varying malicious peer ratio. As expected, since 
EigenTrust and SybilGuard broadcast the query into the network, peers can download the 
good files for most of the queries. On the other hand, the ELiSyR algorithm forwards the query 
message for a limited number of times. Yet the graph shows that more than 90% of the queries 
are successfully responded with good files. Even if malicious nodes occupy 70% of the total 
nodes, the fraction of successful query is sustained over 90%. This result is more interesting 
compared to the bandwidth consumption in the next subsection, where the ELiSyR algorithm 
consumes only 10 to 20% of EigenTrust or SybilGuard. 

In Fig. 2, we show the average number of query repetition until successful download. In 
Query-Cycle Simulator, after receiving the query responses from those who have the specified 
file or those who pretend to have the file, a query issuer first sends download request one by 
one to those who responded to the query until it downloads a good file. Therefore, the less the 
peer downloads inauthentic files, the better the effectiveness of the algorithm becomes. The 
computation of trust in EigenTrust effectively reduces the download of inauthentic files. With 
the ELiSyR algorithm, each query on average is repeated two times. Note that this is the case 
when the malicious peers are more than 40% of the total number of peers in the network, and 
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even with SybilGuard every query is repeated 3 to 4 times, which is 1.5 to 2 times more than 
the ELiSyR algorithm.  

 

 
Fig. 1. Ratio of good downloads for each requested file 

 

 
Fig. 2. Average query repetition until good download 

 
The following shows the result with the trace-based dataset and network. We evaluate our 

Sybil resilience in two metrics, the number of bad downloads for each successful download 
and the ratio of successful query to all queries, and compare it to SybilLimit. In Table 1, we 
show the average number of bad downloads for each successful download and the ratio of 
successful queries. When there are multiple responders for the query, each algorithm chooses 
the uploader differently. In SybilLimit, the responder with the highest number of intersections 



1320                                                    Kim et al.: ELiSyR: Efficient, Lightweight and Sybil-Resilient File Search in P2P Networks 

of the random routes is chosen. In ELiSyR, the responder with the shortest distance from the 
query issuer is chosen. As shown in Table 1, we achieve very low overhead even in the 
presence of 5,000 Sybil nodes attacking honest users. SybilLimit accepts very low percentage 
of Sybil nodes, but it suffered more inauthentic downloads than ELiSyR as once it reaches the 
Sybil region they showed very high intersection numbers. We expect this value to go down if 
the selection process changes to favor closer uploaders as ELiSyR does. As we mentioned 
earlier, each peer gives its query three chances of forwarding. The duplicate query is issued 
when a query did not succeed for the first two times. If the query finally failed to find the 
requested file, it is dropped and marked as failed query. ELiSyR succeeds in finding safe file to 
download 71.5% of the times even in the presence of 233 attack edges from 5,000 Sybil nodes 
to 6,464 honest nodes. SybilLimit suffers again due to high intersection numbers of Sybil 
nodes, but we expect that this value would go up if the selection method changes as well. 

 
Table 1. The average number of bad downloads per successful download 

Attack 
edges 

Avg. number of inauthentic 
downloads per successful download Percentage of successful queries 

ELiSyR SybilLimit ELiSyR SybilLimit 
13 .1657 .9849 74.2% 28.9% 
79 .1767 1.8887 74.0% 15.6% 

233 .2145 1.8542 71.5% 16.5% 

4.2. Efficiency and Light-Weight Maintenance  
We now compare the network usage of algorithms. First, we collected the network traffic used 
for query-forwarding and other reputation-related messages. In addition to the query 
forwarding, EigenTrust uses RequestTrust and Trust messages in order to request and transfer 
the trust values computed so far. A peer i sends a RequestTrust message to those who 
responded the query issued by peer i. Then peer i can select a node based on the trust value 
obtained. Trust message which holds i’s trust on j is transferred from peer i to peer j during the 
trust computation. In SybilGuard, a peer i requests peer j’s random routes from peer j by 
sending RequestTrust message. Then peer i queries the intersecting node of random routes of 
peer i and peer j if peer j’s random route actually passes the intersecting node by sending 
RequestVerify message. With the same simulation setting, we obtained the following results. 

Fig. 3 plots the network traffic used in five algorithms with synthetic workload. We 
extracted the network usage every thirty cycles and displayed the result with varying 
simulation time (cycle). ELiSyR, Proportional, and Random only use the query-forwarding 
messages. The amount of network traffic EigenTrust consumes to maintain the trust values is 
larger than the amount of network traffic of ELiSyR’s total messages. Although Trust 
messages are interchanged not so frequently (in this simulation, every thirty cycles), it is not 
ignorable that amount of ELiSyR’s total network usage is smaller than the network traffic 
necessary to compute the global trust. SybilGuard consumes larger amount of network traffic 
due to its verification protocol which includes the transfer of random routes.  
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We compare the bandwidth consumption of ELiSyR and SybilLimit with trace-based 
dataset and network in Table 2. We collected the network traffic used to forward query 
messages and to transmit protocol-specific information. SybilLimit consumes larger amount 
of network traffic due to its verification protocol which includes the transfer of random routes. 
The query forwarding bandwidth of EigenTrust and SybilLimit may be reduced by using more 
efficient forwarding method than flooding. However, the bandwidth spent on exchanging trust 
information is an overhead that ELiSyR does not have. This result is consistent with the 
simulation based on the synthetic queries. 

We show the load balancing comparison in Fig. 4. With each algorithm, we collected the 
network bandwidth for each peer and computed the share of its load over all the participants. 
Peers with spikes in other algorithms are high-degree nodes, while ELiSyR shows not as high 
spikes. The load distribution of EigenTrust and SybilGuard is quite unfair to highly-connected 
nodes. First of all, it is due to the flooding search protocol. Under flooding, highly-connected 
node cannot avoid a great number of forwarding messages coming from its incoming edges.  
Furthermore, the algorithm-specific protocols of EigenTrust and SybilGuard aggravate the 

 
Fig. 3. Bandwidth consumption for each cycle 

 

Table 2. Bandwidth consumption per query in MB 
Class ELiSyR SybilLimit EigenTrust 

Query forward .13 3.57 3.57 
Random route transfer N/A .159 N/A 

Verification N/A 0.000322 N/A 
Trust computation N/A N/A 0.0237 
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load imbalance. For SybilGuard, since random routes are highly likely to intersect on 
high-degree nodes, the verification requests tend to be driven to them. But ELiSyR fairly 
distributed the load among peers. One thing to note is that distributing the load evenly is not 
recommended since it can be a serious burden to several low-degree nodes such as newcomers. 
ELiSyR is also scattering the load fairly well in that not so much load is imposed on 
low-degree nodes. 

We now measure the setup cost of each algorithm in terms of bandwidth consumption. The 
setup cost of each algorithm is determined as follows. For ELiSyR, each peer should advertise 
its degree to its neighbors. For SybilLimit, every peer should generate its random routes 
enough to prove its authenticity and test others’. EigenTrust does not have any setup cost. In 
our experiment, ELiSyR cost about 91MB of bandwidth and SybilLimit about 2048MB. This 
setup cost is also relevant to the maintenance cost. When the social network changes, for 
example there are new nodes or edges added to the network or nodes and edges removed from 
the network, then the ELiSyR requires to update the degree information and the SybilLimit 
requires to update the random route information. ELiSyR requires more maintenance cost than 
EigenTrust, but less than SybilLimit. 

Even though our main goal is to reduce bandwidth consumption, it is notable to show the 
storage cost of three algorithms in comparison. The comparison of storage cost for each peer i 
is shown in Table 3. The ELiSyR algorithm incurs storage cost only in maintaining the degree 
of neighbor nodes. It requires ( )idSIZEnodeid ×  to remember degrees of its neighbors. In 
EigenTrust, each peer i keeps the history of  file transfer for upload and download: the set of 

 
Fig. 4. Load balancing in bandwidth (We sampled every 5th node in the increasing order of degree. 

The degree of each node is displayed in the inner figure.) 

Table 3. Comparison of storage cost for each peer i. SIZE_xxx denotes the size of xxx. The storage 
cost to store the neighbor of peer i is not considered in this table. d(i), dl(i), and ul(i) denote the 

degree of peer i, the set of peers from which peer i has downloaded files, and the set of peers which 
have downloaded file from peer i, respectively. 

Algorithm Storage cost for each peer i 

ELiSyR ( )idSIZEnodeid ×  

EigenTrust ( ) ( ) ( ){ }iulidlSIZEidlSIZE nodeidtrust ++×  

Sybil* ( ) ( )idwSIZEidSIZE keynodeid ×××+× 2  
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peers which have downloaded  file from peer i (ul(i)) and the set of peers from which peer i has 
downloaded  files (dl(i)). In addition, peer i stores evaluation from download experience for 
each peer in the download set. This adds ( )idlSIZEtrust ×  to store the local trust values. 
SybilGuard and SybilLimit require each peer to remember random routes it took in the initial 
setup, and also the random routes that have passed this peer. This takes ( )idwSIZEkey ×××2 . 
SybilGuard and SybilLimit also require a symmetric key between each peer and its neighbor, 
which takes ( )idSIZEnodeid ×  

storage. 

From this table, it is obvious that SybilGuard and SybilLimit require additional 
( )idwSIZEkey ×××2  bytes compared to ELiSyR. To compare EigenTrust and ELiSyR, we 

formulate the ratio of the storage cost of EigenTrust and that of ELiSyR as follows. 
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ELiSyR consumes less storage than EigenTrust if the following inequality holds. 
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According to the above inequality, the per-peer storage cost of ELiSyR becomes smaller 
than that of EigenTrust when the number of peers that peer i have downloaded files from is 

)(23 ia+  times greater than the degree of peer i. For example, if peer i has 9 neighbors and i 
has downloaded files from more than 3 peers, then the storage cost of peer i in ELiSyR is 
smaller than that in EigenTrust assuming that 0)( =ia . When 0)( >ia , it is sufficient for peer 
i to download files from less than 3 peers in order to satisfy the above inequality. This 
condition is not hard to satisfy. In the system’s viewpoint, since the vast majority of nodes are 
those with small degree in a power-law network, the total storage cost of ELiSyR is similar to 
or less than that of EigenTrust.  

5. Future Work and Conclusion 
P2P networks consume a major part of the Internet bandwidth, and most consumption comes 
from file sharing applications. Therefore it is important that bad downloads are avoided even 
before detection. In this paper, we propose ELiSyR, an efficient, light-weight and 
Sybil-Resilient file search protocol. ELiSyR uses the degree information to achieve our goals. 
Even though ELiSyR requires a small amount of information - the degree information of 
neighboring peers, ELiSyR shows relatively low bad download rates even in the severely 
attacked environment and consumes low bandwidth compared to EigenTrust, SybilGuard and 
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SybilLimit. As future work, we will incorporate reputation system such as EigenTrust into 
forwarding probability computation for better bad download rate. 
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